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edgel3 is an open-source Python library for downloading smaller L3 models and computing deep audio embeddings from such models for edge
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Installation instructions


Dependencies


Tensorflow

edgel3 has been tested with Tensorflow 2.0 and Keras 2.3.1.

>>> pip install tensorflow==2.0.0







libsndfile

edgel3 depends on the pysoundfile module to load audio files, which depends on the non-Python library
libsndfile. On Windows and macOS, these will be installed via pip and you can therefore skip this step.
However, on Linux this must be installed manually via your platform’s package manager.
For Debian-based distributions (such as Ubuntu), this can be done by simply running

>>> apt-get install libsndfile1





For more detailed information, please consult the
pysoundfile installation documentation [https://pysoundfile.readthedocs.io/en/0.9.0/#installation].




Installing edgel3

The simplest way to install edgel3 is by using pip, which will also install the additional required dependencies
if needed. To install edgel3 using pip, simply run

>>> pip install edgel3





To install the latest version of edgel3 from source:


	Clone or pull the lastest version:




>>> git clone https://github.com/ksangeeta2429/edgel3.git






	Install using pip to handle python dependencies:




>>> cd edgel3
>>> pip install -e .









          

      

      

    

  

    
      
          
            
  
Tutorial


Introduction

With edgel3, you can compute audio embeddings from smaller versions of L3 models that can be useful for resource constrained devices.
The supported audio formats are those supported by the pysoundfile library, which is used for loading the audio (e.g. WAV, OGG, FLAC).



Using the Library

edgel3 supports two types of model_type:


	sparse: sparse L3 audio


	sea: SONYC-UST specialized L3 audio




The deafult audio model is 95.45% pruned and fine-tuned sparse L3 audio. You can compute audio embeddings out of default model by:

import edgel3
import soundfile as sf

audio, sr = sf.read('/path/to/file.wav')
emb, ts = edgel3.get_embedding(audio, sr)





get_embedding returns two objects. The first object emb is a T-by-D numpy array, where T is the number of analysis frames used to compute embeddings, and D is the dimensionality of the embedding.
The second object ts is a length-T numpy array containing timestamps corresponding to each embedding (to the center of the analysis window, by default).

These defaults for sparse models be changed via the following optional parameters:


	sparsity:  53.5, 63.5, 72.3, 87.0, or 95.45 (default)


	retrain_type: “kd”, “ft” (default)




For example, to get embedding out of 81.0% sparse audio model that has been trained with knowledge-distillation method, you can use:

import edgel3
import soundfile as sf

audio, sr = sf.read('/path/to/file.wav')
emb, ts = edgel3.get_embedding(audio, sr, model_type='sparse', retrain_type='kd', sparsity=81.0)





All sea models have reduced input representation. Moreover, models with embedding dimension < 512 also have reduced architecture. The default embedding dimension for sea models is 128 and it can be changed with the help of emb_dim parameter:


	emb_dim:  512, 256, 128 (default), 64




import edgel3
import soundfile as sf

audio, sr = sf.read('/path/to/file.wav')
emb, ts = edgel3.get_embedding(audio, sr, model_type='sea', emb_dim=256)





By default edgel3 will pad the beginning of the input audio signal by 0.5 seconds (half of the window size) so that the
the center of the first window corresponds to the beginning of the signal (“zero centered”), and the returned timestamps
correspond to the center of each window. You can disable this centering like this:

emb, ts = edgel3.get_embedding(audio, sr, center=True)





The hop size used to extract the embedding is 0.1 seconds by default (i.e. an embedding frame rate of 10 Hz).
In the following example we change the hop size from 0.1 (10 frames per second) to 0.5 (2 frames per second):

emb, ts = edgel3.get_embedding(audio, sr, hop_size=0.5)





Finally, you can silence the Keras printout during inference (verbosity) by changing it from 1 (default) to 0:

emb, ts = edgel3.get_embedding(audio, sr, verbose=0)





By default, the model file is loaded from disk every time get_embedding is called. To avoid unnecessary I/O when
processing multiple files with the same model, you can load it manually and pass it to the function via the
model parameter:

model = edgel3.models.load_embedding_model(model_type='sparse', retrain_type='ft', sparsity=53.5)
emb1, ts1 = edgel3.get_embedding(audio1, sr1, model=model)
emb2, ts2 = edgel3.get_embedding(audio2, sr2, model=model)





Since the model is provided, keyword arguments model_type and all parameters associated with sea and sparse will be ignored.

To compute embeddings for an audio file from a given model and save them to the disk, you can use process_file:

import edgel3
import numpy as np

audio_filepath = '/path/to/file.wav'

# Save the embedding output to '/path/to/file.npz'
edgel3.process_file(audio_filepath)

# Saves the embedding output to '/path/to/file_suffix.npz'
edgel3.process_file(audio_filepath, suffix='suffix')

# Saves the embedding output to `/different/dir/file_suffix.npz`
edgel3.process_file(audio_filepath, output_dir='/different/dir', suffix='suffix')





The embddings can be loaded from disk using numpy:

import numpy as np

data = np.load('/path/to/file.npz')
emb, ts = data['embedding'], data['timestamps']





As with get_embedding, you can load the model manually and pass it to process_file to avoid loading the model multiple times:

import edgel3
import numpy as np

model = edgel3.models.load_embedding_model(model_type='sparse', retrain_type='ft', sparsity=53.5)

audio_filepath = '/path/to/file.wav'

# Save the embedding output to '/path/to/file.npz'
edgel3.process_file(audio_filepath, model=model)

# Saves the embedding output to '/path/to/file_suffix.npz'
edgel3.process_file(audio_filepath, model=model, suffix='suffix')

# Saves the embedding output to `/different/dir/file_suffix.npz`
edgel3.process_file(audio_filepath, model=model, output_dir='/different/dir', suffix='suffix')







Using the Command Line Interface (CLI)

To compute embeddings for a single file via the command line run:

$ edgel3 /path/to/file.wav





This will create an output file at /path/to/file.npz.

You can change the output directory as follows:

$ edgel3 /path/to/file.wav --output /different/dir





This will create an output file at /different/dir/file.npz.

You can also provide multiple input files:

$ edgel3 /path/to/file1.wav /path/to/file2.wav /path/to/file3.wav





which will create the output files /different/dir/file1.npz, /different/dir/file2.npz, and different/dir/file3.npz.

You can also provide one (or more) directories to process:

$ edgel3 /path/to/audio/dir





This will process all supported audio files in the directory, though it will not recursively traverse the
directory (i.e. audio files in subfolders will not be processed).

You can append a suffix to the output file as follows:

$ edgel3 /path/to/file.wav --suffix somesuffix





which will create the output file /path/to/file_somesuffix.npz.

To get embedding out of a sea model, model_type and emb_dim can be provided

$ edgel3 /path/to/file.wav --model-type sea --emb-dim 256





To get embedding out of a sparse model, sparsity and retrain_type arguments can be provided, for example:

$ edgel3 /path/to/file.wav --model-type sparse --model-sparsity 53.5 --retrain-type kd





By default, edgel3 will pad the beginning of the input audio signal by 0.5 seconds (half of the window size) so that the
the center of the first window corresponds to the beginning of the signal, and the timestamps correspond to the center of each window.
You can disable this centering as follows:

$ edgel3 /path/to/file.wav --no-centering





In the following example we change the hop size from 0.1 (10 frames per second) to 0.5 (2 frames per second):

$ edgel3 /path/to/file.wav --hop-size 0.5





Finally, you can suppress non-error printouts by running:

$ edgel3 /path/to/file.wav --quiet





A sample of full command for sparse model may look like:

$ edgel3 /path/to/file.wav --output /different/dir --suffix somesuffix --model-type sparse --model-sparsity 53.5 --retrain-type kd --no-centering --hop-size 0.5 --quiet





A sample of full command for sea model may look like:

$ edgel3 /path/to/file.wav --output /different/dir --suffix somesuffix --model-type sea --emb-dim 64 --no-centering --hop-size 0.5 --quiet









          

      

      

    

  

    
      
          
            
  
Modules


edgel3.cli


	
edgel3.cli.run(inputs, output_dir=None, suffix=None, model_type='sparse', emb_dim=128, retrain_type='ft', sparsity=95.45, center=True, hop_size=0.1, verbose=False)[source]

	Computes and saves L3 embedding for given inputs.


	Parameters

	
	inputs (list of str, or str) – File/directory path or list of file/directory paths to be processed


	output_dir (str or None) – Path to directory for saving output files. If None, output files will
be saved to the directory containing the input file.


	suffix (str or None) – String to be appended to the output filename, i.e. <base filename>_<suffix>.npy.
If None, then no suffix will be added, i.e. <base filename>.npy.


	model_type ({sea, sparse}) – Type of smaller version of L3 model.
If sea is selected, the audio model is a UST specialized (SEA) model. sparse gives a sparse L3 model with the desired sparsity.


	emb_dim ({512, 256, 128, 64}) – Desired embedding dimension of the UST specialized embedding approximated (SEA) models.


	retrain_type (str) – Type of retraining after sparsification of the L3 audio. Finetuned model is returned for ft
and kd gives knowledge distilled sparse audio.


	sparsity ({95.45, 53.5, 63.5, 72.3, 87.0}) – The desired sparsity to be achieved for the audio model of L3. Sparsity of 95.45 corresponds to the EdgeL3 model.


	center (boolean) – If True, pads beginning of signal so timestamps correspond
to center of window.


	hop_size (float) – Hop size in seconds.


	quiet (boolean) – If True, suppress all non-error output to stdout














edgel3.core


	
edgel3.core._center_audio(audio, frame_len)[source]

	Center audio so that first sample will occur in the middle of the first frame






	
edgel3.core._pad_audio(audio, frame_len, hop_len)[source]

	Pad audio if necessary so that all samples are processed






	
edgel3.core.get_embedding(audio, sr, model=None, model_type='sparse', emb_dim=128, retrain_type='ft', sparsity=95.45, center=True, hop_size=0.1, verbose=1)[source]

	Computes and returns L3 embedding for an audio data from pruned audio model.


	Parameters

	
	audio (np.ndarray [shape=(N,) or (N,C)]) – 1D numpy array of audio data.


	sr (int) – Sampling rate, if not 48kHz or 8kHz will audio will be resampled for sparse and sea models respectively.


	model (keras.models.Model or None) – Loaded model object. If a model is provided, then sparsity will be ignored.
If None is provided, the desired version of smaller L3 will be loaded, determined by model_type. model will be loaded using


	model_type ({'sea', 'sparse'}) – Type of smaller version of L3 model.
If sea is selected, the audio model is a UST specialized (SEA) model. sparse gives a sparse L3 model with the desired ‘sparsity’.


	emb_dim ({512, 256, 128, 64}) – Desired embedding dimension of the UST specialized embedding approximated (SEA) models. Not used for sparse models.


	retrain_type ({'ft', 'kd'}) – Type of retraining for the sparsified weights of L3 audio model. ft chooses the fine-tuning method
and kd returns knowledge distilled model.


	sparsity ({95.45, 53.5, 63.5, 72.3, 87.0}) – The desired sparsity of audio model.


	center (boolean) – If True, pads beginning of signal so timestamps correspond
to center of window.


	hop_size (float) – Hop size in seconds.


	verbose (0 or 1) – Keras verbosity.






	Returns

	
	embedding (np.ndarray [shape=(T, D)]) – Array of embeddings for each window.


	timestamps (np.ndarray [shape=(T,)]) – Array of timestamps corresponding to each embedding in the output.















	
edgel3.core.get_output_path(filepath, suffix, output_dir=None)[source]

	
	Parameters

	
	filepath (str) – Path to audio file to be processed.


	suffix (str) – String to append to filename (including extension)


	output_dir (str or None) – Path to directory where file will be saved. If None, will use directory of given filepath.






	Returns

	output_path – Path to output file.



	Return type

	str










	
edgel3.core.process_file(filepath, output_dir=None, suffix=None, model=None, model_type='sparse', emb_dim=128, sparsity=95.45, center=True, hop_size=0.1, verbose=True)[source]

	Computes and saves L3 embedding for given audio file


	Parameters

	
	filepath (str) – Path to WAV file to be processed.


	output_dir (str or None) – Path to directory for saving output files. If None, output files will
be saved to the directory containing the input file.


	suffix (str or None) – String to be appended to the output filename, i.e. <base filename>_<suffix>.npz.
If None, then no suffix will be added, i.e. <base filename>.npz.


	model (keras.models.Model or None) – Loaded model object. If a model is provided, then model_type will be ignored.
If None is provided, UST specialized L3 or sparse L3 is loaded according to the model_type.


	model_type ({'sea', 'sparse'}) – Type of smaller version of L3 model.
If sea is selected, the audio model is a UST specialized (SEA) model. sparse gives a sparse L3 model with the desired ‘sparsity’.


	emb_dim ({512, 256, 128, 64}) – Desired embedding dimension of the UST specialized embedding approximated (SEA) models. Not used for sparse models.


	sparsity ({95.45, 53.5, 63.5, 72.3, 87.0}) – The desired sparsity of audio model.


	center (boolean) – If True, pads beginning of signal so timestamps correspond
to center of window.


	hop_size (float) – Hop size in seconds.


	verbose (0 or 1) – Keras verbosity.














edgel3.models


	
edgel3.models._construct_sparsified_audio_network(**kwargs)[source]

	Returns an uninitialized model object for a sparsified network with a Melspectrogram input (with 256 frequency bins).


	Returns

	model – Model object.



	Return type

	keras.models.Model










	
edgel3.models._construct_ust_specialized_audio_network(emb_dim=128, **kwargs)[source]

	Returns an uninitialized model object for a UST specialized audio network with a Melspectrogram input (with 64 frequency bins).


	Returns

	model – Model object.



	Return type

	keras.models.Model










	
edgel3.models.load_embedding_model(model_type, emb_dim, retrain_type, sparsity)[source]

	Returns a model with the given characteristics. Loads the model
if the model has not been loaded yet.


	Parameters

	
	model_type ({sea, sparse}) – Type of smaller version of L3 model.
If ‘sea’ is selected, the audio model is a UST specialized (SEA) model. ‘sparse’ gives a sparse L3 model with the desired ‘sparsity’.


	emb_dim ({512, 256, 128, 64}) – Desired embedding dimension of the UST specialized embedding approximated (SEA) models.


	retrain_type ('ft' or 'kd') – Type of retraining for the sparsified weights of L3 audio model. ‘ft’ chooses the fine-tuning method
and ‘kd’ returns knowledge distilled model.


	sparsity ({95.45, 53.5, 63.5, 72.3, 87.0}) – The desired sparsity of audio model.






	Returns

	model – Model object.



	Return type

	keras.models.Model










	
edgel3.models.load_embedding_model_path(model_type, emb_dim, retrain_type, sparsity)[source]

	Returns the local path to the model weights file for the model
with the given sparsity


	Parameters

	
	model_type ({sea, sparse}) – Type of smaller version of L3 model.
If ‘sea’ is selected, the audio model is a UST specialized (SEA) model. ‘sparse’ gives a sparse L3 model with the desired ‘sparsity’.


	emb_dim ({512, 256, 128, 64}) – Desired embedding dimension of the UST specialized embedding approximated (SEA) models.


	retrain_type ('ft' or 'kd') – Type of retraining for the sparsified weights of L3 audio model. ‘ft’ chooses the fine-tuning method
and ‘kd’ returns knowledge distilled model.


	sparsity ({95.45, 53.5, 63.5, 72.3, 87.0}) – Desired sparsity of the audio model.






	Returns

	output_path – Path to given model object



	Return type

	str
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  All modules for which code is available

	edgel3.cli

	edgel3.core
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  Source code for edgel3.cli

import os
import sys
import sklearn.decomposition
from edgel3.edgel3_exceptions import EdgeL3Error
from edgel3.core import process_file
from edgel3.models import load_embedding_model
from argparse import ArgumentParser, RawDescriptionHelpFormatter, ArgumentTypeError
from collections import Iterable

def positive_float(value):
    """An argparse type method for accepting only positive floats"""

    try:
        fvalue = float(value)
    except (ValueError, TypeError) as e:
        raise ArgumentTypeError('Expected a positive float, error message: '
                                '{}'.format(e))
    if fvalue <= 0:
        raise ArgumentTypeError('Expected a positive float')
    return fvalue

def positive_int(value):
    """An argparse type method for accepting only positive integers"""

    try:
        ivalue = int(value)
    except (ValueError, TypeError) as e:
        raise ArgumentTypeError('Expected a positive int, error message: '
                                '{}'.format(e))
    if ivalue <= 0:
        raise ArgumentTypeError('Expected a positive int')
    return ivalue

def get_file_list(input_list):
    """Get list of files from the list of inputs"""

    if not isinstance(input_list, Iterable) or isinstance(input_list, str):
        raise ArgumentTypeError('input_list must be iterable (and not string)')
    file_list = []
    for item in input_list:
        if os.path.isfile(item):
            file_list.append(os.path.abspath(item))
        elif os.path.isdir(item):
            for fname in os.listdir(item):
                path = os.path.join(item, fname)
                if os.path.isfile(path):
                    file_list.append(path)
        else:
            raise EdgeL3Error('Could not find {}'.format(item))

    return file_list

[docs]def run(
        inputs, 
        output_dir=None, 
        suffix=None, 
        model_type='sparse', 
        emb_dim=128, 
        retrain_type='ft', 
        sparsity=95.45,
        center=True, 
        hop_size=0.1, 
        verbose=False
    ):
    """
    Computes and saves L3 embedding for given inputs.

    Parameters
    ----------
    inputs : list of str, or str
        File/directory path or list of file/directory paths to be processed
    output_dir : str or None
        Path to directory for saving output files. If None, output files will
        be saved to the directory containing the input file.
    suffix : str or None
        String to be appended to the output filename, i.e. <base filename>_<suffix>.npy.
        If None, then no suffix will be added, i.e. <base filename>.npy.
    model_type : {sea, sparse}
        Type of smaller version of L3 model.
        If ``sea`` is selected, the audio model is a UST specialized (SEA) model. ``sparse`` gives a sparse L3 model with the desired ``sparsity``.
    emb_dim : {512, 256, 128, 64}
        Desired embedding dimension of the UST specialized embedding approximated (SEA) models.
    retrain_type : str
        Type of retraining after sparsification of the L3 audio. Finetuned model is returned for ``ft``
        and ``kd`` gives knowledge distilled sparse audio. 
    sparsity : {95.45, 53.5, 63.5, 72.3, 87.0}
        The desired sparsity to be achieved for the audio model of L3. Sparsity of 95.45 corresponds to the EdgeL3 model. 
    center : boolean
        If True, pads beginning of signal so timestamps correspond
        to center of window.
    hop_size : float
        Hop size in seconds.
    quiet : boolean
        If True, suppress all non-error output to stdout

    Returns
    -------

    """
    if isinstance(inputs, str):
        file_list = [inputs]
    elif isinstance(inputs, Iterable):
        file_list = get_file_list(inputs)
    else:
        raise EdgeL3Error('Invalid input: {}'.format(str(inputs)))

    if len(file_list) == 0:
        print('Edgel3: No WAV files found in {}. Aborting.'.format(str(inputs)))
        sys.exit(-1)

    # Load model
    model = load_embedding_model(model_type, emb_dim, retrain_type, sparsity)

    # Process all files in the arguments
    for filepath in file_list:
        if verbose:
            print('Edgel3: Processing: {}'.format(filepath))
        process_file(filepath,
                     output_dir=output_dir,
                     suffix=suffix,
                     model=model,
                     center=center,
                     hop_size=hop_size,
                     verbose=verbose)
    if verbose:
        print('Edgel3: Done!')



def parse_args(args):
    parser = ArgumentParser(description='Extracts audio embeddings from pruned Look, Listen, and Learn models (Arandjelovic and Zisserman 2017).')

    parser.add_argument('inputs', nargs='+',
                        help='Path or paths to files to process, or path to '
                             'a directory of files to process.')

    parser.add_argument('--output-dir', '-o', default=None,
                        help='Directory to save the ouptut file(s); '
                             'if not given, the output will be '
                             'saved to the same directory as the input WAV '
                             'file(s).')

    parser.add_argument('--suffix', '-x', default=None,
                        help='String to append to the output filenames.'
                             'If not provided, no suffix is added.')

    parser.add_argument('--model-type', '-mtype', type=str, default='sparse',
                        choices=['sea', 'sparse'],
                        help='Type of edge L3 model')
    
    parser.add_argument('--emb-dim', '-e', type=positive_int, default=128,
                        choices=[512, 256, 128, 64],
                        help='Embedding dimension of the UST SEA model.'
                             'Ignored for `sparse` models.')

    parser.add_argument('--retrain-type', '-retrain', type=str, default='ft',
                        choices=['ft', 'kd'],
                        help='The type of retraining after L3 audio is sparsified')

    parser.add_argument('--model-sparsity', '-sp', type=positive_float, default=95.45,
                        choices=[95.45, 53.5, 63.5, 72.3, 87.0],
                        help='Overall model sparsity desired in L3')

    parser.add_argument('--no-centering', '-n', action='store_true', default=False,
                        help='Do not pad signal; timestamps will correspond to '
                             'the beginning of each analysis window.')

    parser.add_argument('--hop-size', '-t', type=positive_float, default=0.1,
                        help='Hop size in seconds for processing audio files.')

    parser.add_argument('--quiet', '-q', action='store_true', default=False,
                        help='Suppress all non-error messages to stdout.')

    return parser.parse_args(args)


def main():
    """
    Extracts audio embeddings from smaller versions of Look, Listen, and Learn models (Arandjelovic and Zisserman 2017).
    """
    args = parse_args(sys.argv[1:])

    print(args)
    run(
        args.inputs,
        output_dir=args.output_dir,
        suffix=args.suffix,
        model_type=args.model_type,
        emb_dim=args.emb_dim,
        retrain_type=args.retrain_type,
        sparsity=args.model_sparsity,
        center=not args.no_centering,
        hop_size=args.hop_size,
        verbose=not args.quiet
    )




          

      

      

    

  

    
      
          
            
  Source code for edgel3.core

import os
import resampy
import traceback
import sklearn.decomposition
import soundfile as sf
import numpy as np
from numbers import Real
import warnings
import keras
from edgel3.models import load_embedding_model
from edgel3.edgel3_exceptions import EdgeL3Error
from edgel3.edgel3_warnings import EdgeL3Warning

L3_TARGET_SR = 48000
SEA_TARGET_SR = 8000

[docs]def _center_audio(audio, frame_len):    
    """Center audio so that first sample will occur in the middle of the first frame"""
    return np.pad(audio, (int(frame_len / 2.0), 0), mode='constant', constant_values=0)



[docs]def _pad_audio(audio, frame_len, hop_len):
    """Pad audio if necessary so that all samples are processed"""
    audio_len = audio.size
    if audio_len < frame_len:
        pad_length = frame_len - audio_len
    else:
        pad_length = int(np.ceil((audio_len - frame_len)/float(hop_len))) * hop_len \
                     - (audio_len - frame_len)

    if pad_length > 0:
        audio = np.pad(audio, (0, pad_length), mode='constant', constant_values=0)

    return audio


[docs]def get_embedding(audio, sr, model=None, model_type='sparse', emb_dim=128, retrain_type='ft', sparsity=95.45, center=True, hop_size=0.1, verbose=1):    
    """Computes and returns L3 embedding for an audio data from pruned audio model.

    Parameters
    ----------
    audio : np.ndarray [shape=(N,) or (N,C)]
        1D numpy array of audio data.
    sr : int
        Sampling rate, if not 48kHz or 8kHz will audio will be resampled for `sparse` and `sea` models respectively.
    model : keras.models.Model or None
        Loaded model object. If a model is provided, then `sparsity` will be ignored.
        If None is provided, the desired version of smaller L3 will be loaded, determined by `model_type`. model will be loaded using
    model_type : {'sea', 'sparse'}
        Type of smaller version of L3 model.
        If `sea` is selected, the audio model is a UST specialized (SEA) model. `sparse` gives a sparse L3 model with the desired 'sparsity'.
    emb_dim : {512, 256, 128, 64}
        Desired embedding dimension of the UST specialized embedding approximated (SEA) models. Not used for `sparse` models.
    retrain_type : {'ft', 'kd'}
        Type of retraining for the sparsified weights of L3 audio model. `ft` chooses the fine-tuning method
        and `kd` returns knowledge distilled model.
    sparsity : {95.45, 53.5, 63.5, 72.3, 87.0}
        The desired sparsity of audio model.
    center : boolean
        If True, pads beginning of signal so timestamps correspond
        to center of window.
    hop_size : float
        Hop size in seconds.
    verbose : 0 or 1
        Keras verbosity.

    Returns
    -------
    embedding : np.ndarray [shape=(T, D)]
        Array of embeddings for each window.
    timestamps : np.ndarray [shape=(T,)]
        Array of timestamps corresponding to each embedding in the output.

    """
    if audio.size == 0:
        raise EdgeL3Error('Got empty audio')

    # Warn user if audio is all zero
    if np.all(audio == 0):
        warnings.warn('Provided audio is all zeros', EdgeL3Warning)

    if model is not None and not isinstance(model, keras.models.Model):
        raise EdgeL3Error('Invalid model provided. Must be of type keras.model.Models'
                          ' but got {}'.format(str(type(model))))

    if model_type not in ('sea', 'sparse'):
        raise EdgeL3Error('Invalid EdgeL3 model type {}'.format(model_type))

    if emb_dim not in (512, 256, 128, 64):
        raise EdgeL3Error('Invalid embedding dimension value {}'.format(emb_dim))

    if retrain_type not in ('ft', 'kd'):
        raise EdgeL3Error('Invalid re-training type {}'.format(retrain_type))

    if not isinstance(sparsity, Real) or sparsity <= 0:
        raise EdgeL3Error('Invalid sparsity value {}'.format(sparsity))

    if sparsity not in (53.5, 63.5, 72.3, 87.0, 95.45):
        raise EdgeL3Error('Invalid sparsity value {}'.format(sparsity))

    if not isinstance(hop_size, Real) or hop_size <= 0:
        raise EdgeL3Error('Invalid hop size {}'.format(hop_size))

    if verbose not in (0, 1):
        raise EdgeL3Error('Invalid verbosity level {}'.format(verbose))

    if center not in (True, False):
        raise EdgeL3Error('Invalid center value {}'.format(center))

    TARGET_SR = L3_TARGET_SR if model_type == 'sparse' else SEA_TARGET_SR

    # Check audio array dimension
    if audio.ndim > 2:
        raise EdgeL3Error('Audio array can only be be 1D or 2D')
    elif audio.ndim == 2:
        # Downmix if multichannel
        audio = np.mean(audio, axis=1)

    # Resample if necessary
    if sr != TARGET_SR:
        audio = resampy.resample(audio, sr_orig=sr, sr_new=TARGET_SR, filter='kaiser_best')

    # Get embedding model
    if model is None:
        model = load_embedding_model(
                    model_type, 
                    emb_dim=emb_dim, 
                    retrain_type=retrain_type,
                    sparsity=sparsity
                )

    audio_len = audio.size
    frame_len = TARGET_SR
    hop_len = int(hop_size * TARGET_SR)

    if audio_len < frame_len:
        warnings.warn('Duration of provided audio is shorter than window size (1 second). Audio will be padded.', EdgeL3Warning)

    if center:
        # Center audio
        audio = _center_audio(audio, frame_len)

    # Pad if necessary to ensure that we process all samples
    audio = _pad_audio(audio, frame_len, hop_len)

    # Split audio into frames, copied from librosa.util.frame
    n_frames = 1 + int((len(audio) - frame_len) / float(hop_len))
    x = np.lib.stride_tricks.as_strided(audio, shape=(frame_len, n_frames),
        strides=(audio.itemsize, hop_len * audio.itemsize)).T

    # Add a channel dimension
    x = x.reshape((x.shape[0], 1, x.shape[-1]))

    # Get embedding and timestamps
    embedding = model.predict(x, verbose=verbose)

    ts = np.arange(embedding.shape[0]) * hop_size

    return embedding, ts



[docs]def process_file(filepath, output_dir=None, suffix=None, model=None, model_type='sparse', emb_dim=128, sparsity=95.45, center=True, hop_size=0.1, verbose=True):    
    """Computes and saves L3 embedding for given audio file

    Parameters
    ----------
    filepath : str
        Path to WAV file to be processed.
    output_dir : str or None
        Path to directory for saving output files. If None, output files will
        be saved to the directory containing the input file.
    suffix : str or None
        String to be appended to the output filename, i.e. <base filename>_<suffix>.npz.
        If None, then no suffix will be added, i.e. <base filename>.npz.
    model : keras.models.Model or None
        Loaded model object. If a model is provided, then `model_type` will be ignored.
        If None is provided, UST specialized L3 or sparse L3 is loaded according to the ``model_type``.
    model_type : {'sea', 'sparse'}
        Type of smaller version of L3 model.
        If `sea` is selected, the audio model is a UST specialized (SEA) model. `sparse` gives a sparse L3 model with the desired 'sparsity'.
    emb_dim : {512, 256, 128, 64}
        Desired embedding dimension of the UST specialized embedding approximated (SEA) models. Not used for `sparse` models.
    sparsity : {95.45, 53.5, 63.5, 72.3, 87.0}
        The desired sparsity of audio model.
    center : boolean
        If True, pads beginning of signal so timestamps correspond
        to center of window.
    hop_size : float
        Hop size in seconds.
    verbose : 0 or 1
        Keras verbosity.

    Returns
    -------

    """
    if not os.path.exists(filepath):
        raise EdgeL3Error('File "{}" could not be found.'.format(filepath))

    try:
        audio, sr = sf.read(filepath)
    except Exception:
        raise EdgeL3Error('Could not open file "{}":\n{}'.format(filepath, traceback.format_exc()))

    if not suffix:
        suffix = ""

    output_path = get_output_path(filepath, suffix + ".npz", output_dir=output_dir)

    embedding, ts = get_embedding(
                            audio, 
                            sr, 
                            model=model, 
                            model_type=model_type, 
                            emb_dim=emb_dim, 
                            sparsity=sparsity, 
                            center=center,
                            hop_size=hop_size, 
                            verbose=1 if verbose else 0
                        )

    np.savez(output_path, embedding=embedding, timestamps=ts)
    assert os.path.exists(output_path)



[docs]def get_output_path(filepath, suffix, output_dir=None):    
    """

    Parameters
    ----------
    filepath : str
        Path to audio file to be processed.
    suffix : str
        String to append to filename (including extension)
    output_dir : str or None
        Path to directory where file will be saved. If None, will use directory of given filepath.
    
    Returns
    -------
    output_path : str
        Path to output file.

    """

    base_filename = os.path.splitext(os.path.basename(filepath))[0]
    if not output_dir:
        output_dir = os.path.dirname(filepath)

    if suffix[0] != '.':
        output_filename = "{}_{}".format(base_filename, suffix)
    else:
        output_filename = base_filename + suffix

    return os.path.join(output_dir, output_filename)





          

      

      

    

  

    
      
          
            
  Source code for edgel3.models

import os
import warnings
import sklearn.decomposition

with warnings.catch_warnings():
    # Suppress TF and Keras warnings when importing
    warnings.simplefilter("ignore")
    from kapre.time_frequency import Spectrogram, Melspectrogram
    from keras.layers import (
        Input, Conv2D, BatchNormalization, MaxPooling2D,
        Flatten, Activation, Lambda
    )
    from keras.models import Model
    import keras.regularizers as regularizers


[docs]def load_embedding_model(model_type, emb_dim, retrain_type, sparsity):
    """
    Returns a model with the given characteristics. Loads the model
    if the model has not been loaded yet.

    Parameters
    ----------
    model_type : {sea, sparse}
        Type of smaller version of L3 model.
        If 'sea' is selected, the audio model is a UST specialized (SEA) model. 'sparse' gives a sparse L3 model with the desired 'sparsity'.
    emb_dim : {512, 256, 128, 64}
        Desired embedding dimension of the UST specialized embedding approximated (SEA) models.
    retrain_type : 'ft' or 'kd'
        Type of retraining for the sparsified weights of L3 audio model. 'ft' chooses the fine-tuning method 
        and 'kd' returns knowledge distilled model. 
    sparsity : {95.45, 53.5, 63.5, 72.3, 87.0}
        The desired sparsity of audio model.

    Returns
    -------
    model : keras.models.Model
        Model object.

    """
    # Construct embedding model and load model weights
    with warnings.catch_warnings():
        warnings.simplefilter("ignore")
        kwargs = {'emb_dim': emb_dim, 'sparsity': sparsity}
        m = MODELS[model_type](**kwargs)

    m.load_weights(load_embedding_model_path(model_type, emb_dim, retrain_type, sparsity))
    return m


[docs]def load_embedding_model_path(model_type, emb_dim, retrain_type, sparsity):
    """
    Returns the local path to the model weights file for the model
    with the given sparsity

    Parameters
    ----------
    model_type : {sea, sparse}
        Type of smaller version of L3 model.
        If 'sea' is selected, the audio model is a UST specialized (SEA) model. 'sparse' gives a sparse L3 model with the desired 'sparsity'.
    emb_dim : {512, 256, 128, 64}
        Desired embedding dimension of the UST specialized embedding approximated (SEA) models.
    retrain_type : 'ft' or 'kd'
        Type of retraining for the sparsified weights of L3 audio model. 'ft' chooses the fine-tuning method 
        and 'kd' returns knowledge distilled model. 
    sparsity : {95.45, 53.5, 63.5, 72.3, 87.0}
        Desired sparsity of the audio model.

    Returns
    -------
    output_path : str
        Path to given model object

    """
    if model_type == 'sea':
        return os.path.join(os.path.dirname(__file__), 'edgel3_sea_ust_audio_emb_{}.h5'.format(emb_dim))
    else:
        return os.path.join(os.path.dirname(__file__),
                            'edgel3_{}_audio_sparsity_{}.h5'.format(retrain_type, sparsity))


[docs]def _construct_sparsified_audio_network(**kwargs):
    """
    Returns an uninitialized model object for a sparsified network with a Melspectrogram input (with 256 frequency bins).

    Returns
    -------
    model : keras.models.Model
        Model object.

    """

    weight_decay = 1e-5
    n_dft = 2048
    n_mels = 256
    n_hop = 242
    asr = 48000
    audio_window_dur = 1

    # INPUT
    x_a = Input(shape=(1, asr * audio_window_dur), dtype='float32')

    # MELSPECTROGRAM PREPROCESSING
    y_a = Melspectrogram(n_dft=n_dft, n_hop=n_hop, n_mels=n_mels,
                      sr=asr, power_melgram=1.0, htk=True, # n_win=n_win,
                      return_decibel_melgram=True, padding='same')(x_a)
    y_a = BatchNormalization()(y_a)

    # CONV BLOCK 1
    n_filter_a_1 = 64
    filt_size_a_1 = (3, 3)
    pool_size_a_1 = (2, 2)
    y_a = Conv2D(n_filter_a_1, filt_size_a_1, padding='same',
                 kernel_initializer='he_normal',
                 kernel_regularizer=regularizers.l2(weight_decay))(y_a)
    y_a = BatchNormalization()(y_a)
    y_a = Activation('relu')(y_a)
    y_a = Conv2D(n_filter_a_1, filt_size_a_1, padding='same',
                 kernel_initializer='he_normal',
                 kernel_regularizer=regularizers.l2(weight_decay))(y_a)
    y_a = BatchNormalization()(y_a)
    y_a = Activation('relu')(y_a)
    y_a = MaxPooling2D(pool_size=pool_size_a_1, strides=2)(y_a)

    # CONV BLOCK 2
    n_filter_a_2 = 128
    filt_size_a_2 = (3, 3)
    pool_size_a_2 = (2, 2)
    y_a = Conv2D(n_filter_a_2, filt_size_a_2, padding='same',
                 kernel_initializer='he_normal',
                 kernel_regularizer=regularizers.l2(weight_decay))(y_a)
    y_a = BatchNormalization()(y_a)
    y_a = Activation('relu')(y_a)
    y_a = Conv2D(n_filter_a_2, filt_size_a_2, padding='same',
                 kernel_initializer='he_normal',
                 kernel_regularizer=regularizers.l2(weight_decay))(y_a)
    y_a = BatchNormalization()(y_a)
    y_a = Activation('relu')(y_a)
    y_a = MaxPooling2D(pool_size=pool_size_a_2, strides=2)(y_a)

    # CONV BLOCK 3
    n_filter_a_3 = 256
    filt_size_a_3 = (3, 3)
    pool_size_a_3 = (2, 2)
    y_a = Conv2D(n_filter_a_3, filt_size_a_3, padding='same',
                 kernel_initializer='he_normal',
                 kernel_regularizer=regularizers.l2(weight_decay))(y_a)
    y_a = BatchNormalization()(y_a)
    y_a = Activation('relu')(y_a)
    y_a = Conv2D(n_filter_a_3, filt_size_a_3, padding='same',
                 kernel_initializer='he_normal',
                 kernel_regularizer=regularizers.l2(weight_decay))(y_a)
    y_a = BatchNormalization()(y_a)
    y_a = Activation('relu')(y_a)
    y_a = MaxPooling2D(pool_size=pool_size_a_3, strides=2)(y_a)

    # CONV BLOCK 4
    n_filter_a_4 = 512
    filt_size_a_4 = (3, 3)
    pool_size_a_4 = (32, 24)
    y_a = Conv2D(n_filter_a_4, filt_size_a_4, padding='same',
                 kernel_initializer='he_normal',
                 kernel_regularizer=regularizers.l2(weight_decay))(y_a)
    y_a = BatchNormalization()(y_a)
    y_a = Activation('relu')(y_a)
    y_a = Conv2D(n_filter_a_4, filt_size_a_4,
                 kernel_initializer='he_normal',
                 name='audio_embedding_layer', padding='same',
                 kernel_regularizer=regularizers.l2(weight_decay))(y_a)

    pool_size_a_4 = tuple(y_a.get_shape().as_list()[1:3]) #(32, 24)
    y_a = MaxPooling2D(pool_size=pool_size_a_4)(y_a)
    y_a = Flatten()(y_a)

    m = Model(inputs=x_a, outputs=y_a)

    return m


[docs]def _construct_ust_specialized_audio_network(emb_dim=128, **kwargs):
    """
    Returns an uninitialized model object for a UST specialized audio network with a Melspectrogram input (with 64 frequency bins).

    Returns
    -------
    model : keras.models.Model
        Model object.

    """

    weight_decay = 1e-5
    n_dft = 1024   # original L3 has 2048
    n_mels = 64    # original L3 has 256
    n_hop = 160    # original L3 has 242
    asr = 8000     # original L3 has 48000
    audio_window_dur = 1

    # reduce the number of conv filters in each conv block according to the emb_dim given
    reduction_factor = {
                512: [1, 1, 1, 1],
                256: [2, 2, 2, 2],
                128: [2, 2, 2, 4],
                64: [2, 2, 2, 8]
            }

    # INPUT
    x_a = Input(shape=(1, asr * audio_window_dur), dtype='float32')

    # MELSPECTROGRAM PREPROCESSING
    y_a = Melspectrogram(n_dft=n_dft, n_hop=n_hop, n_mels=n_mels,
                      sr=asr, power_melgram=1.0, htk=True, # n_win=n_win,
                      return_decibel_melgram=True, padding='same')(x_a)
    y_a = BatchNormalization()(y_a)

    # CONV BLOCK 1
    n_filter_a_1 = 64//reduction_factor[emb_dim][0]
    filt_size_a_1 = (3, 3)
    pool_size_a_1 = (2, 2)
    y_a = Conv2D(n_filter_a_1, filt_size_a_1, padding='same',
                 kernel_initializer='he_normal',
                 kernel_regularizer=regularizers.l2(weight_decay))(y_a)
    y_a = BatchNormalization()(y_a)
    y_a = Activation('relu')(y_a)
    y_a = Conv2D(n_filter_a_1, filt_size_a_1, padding='same',
                 kernel_initializer='he_normal',
                 kernel_regularizer=regularizers.l2(weight_decay))(y_a)
    y_a = BatchNormalization()(y_a)
    y_a = Activation('relu')(y_a)
    y_a = MaxPooling2D(pool_size=pool_size_a_1, strides=2)(y_a)

    # CONV BLOCK 2
    n_filter_a_2 = 128//reduction_factor[emb_dim][1]
    filt_size_a_2 = (3, 3)
    pool_size_a_2 = (2, 2)
    y_a = Conv2D(n_filter_a_2, filt_size_a_2, padding='same',
                 kernel_initializer='he_normal',
                 kernel_regularizer=regularizers.l2(weight_decay))(y_a)
    y_a = BatchNormalization()(y_a)
    y_a = Activation('relu')(y_a)
    y_a = Conv2D(n_filter_a_2, filt_size_a_2, padding='same',
                 kernel_initializer='he_normal',
                 kernel_regularizer=regularizers.l2(weight_decay))(y_a)
    y_a = BatchNormalization()(y_a)
    y_a = Activation('relu')(y_a)
    y_a = MaxPooling2D(pool_size=pool_size_a_2, strides=2)(y_a)

    # CONV BLOCK 3
    n_filter_a_3 = 256//reduction_factor[emb_dim][2]
    filt_size_a_3 = (3, 3)
    pool_size_a_3 = (2, 2)
    y_a = Conv2D(n_filter_a_3, filt_size_a_3, padding='same',
                 kernel_initializer='he_normal',
                 kernel_regularizer=regularizers.l2(weight_decay))(y_a)
    y_a = BatchNormalization()(y_a)
    y_a = Activation('relu')(y_a)
    y_a = Conv2D(n_filter_a_3, filt_size_a_3, padding='same',
                 kernel_initializer='he_normal',
                 kernel_regularizer=regularizers.l2(weight_decay))(y_a)
    y_a = BatchNormalization()(y_a)
    y_a = Activation('relu')(y_a)
    y_a = MaxPooling2D(pool_size=pool_size_a_3, strides=2)(y_a)

    # CONV BLOCK 4
    n_filter_a_4 = 512//reduction_factor[emb_dim][3]
    filt_size_a_4 = (3, 3)
    y_a = Conv2D(n_filter_a_4, filt_size_a_4, padding='same',
                 kernel_initializer='he_normal',
                 kernel_regularizer=regularizers.l2(weight_decay))(y_a)
    y_a = BatchNormalization()(y_a)
    y_a = Activation('relu')(y_a)
    y_a = Conv2D(n_filter_a_4, filt_size_a_4,
                 kernel_initializer='he_normal',
                 name='audio_embedding_layer', padding='same',
                 kernel_regularizer=regularizers.l2(weight_decay))(y_a)
    y_a = BatchNormalization()(y_a)
    y_a = Activation('relu')(y_a)
    pool_size_a_4 = tuple(y_a.get_shape().as_list()[1:3]) #(32, 24)
    y_a = MaxPooling2D(pool_size=pool_size_a_4)(y_a)
    y_a = Flatten()(y_a)

    m = Model(inputs=x_a, outputs=y_a)

    return m



MODELS = {
    'sparse': _construct_sparsified_audio_network,
    'sea': _construct_ust_specialized_audio_network
}
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